Institutions, Property-Aware Programming and Testing

Magne Haveraaen
Institutt for informatikk, Universitetet i Bergen
http://www.ii.uib.no/~magne/

ABSTRACT

The institution notion is a general model theoretic frame-
work, explaining how speci cations (algebraic axioms) rel ate
to models (mathematical models or even software construc-
tions) in a formalism-independent manner. There is a large
set of institution-independent structuring mechanisms fo r
speci cations. Property aware programming, as e.g. sup-
ported by conceptsin C++0X, provides algebraic axioms as
part of the code to ensure correctness of generic software
composition. Testing is very important for the validation o f
software, but tests are all too often developed on an ad hoc
basis.

Here we present a library testing framework, with a basis
in structured speci cations. The approach will be demon-
strated on Sophus, a medium-sized software library for co-
ordinate-free numerics. Sophus was developed using (infor
mal) algebraic speci cations in order to improve reusabili ty
and reduce development costs.
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D.2.2 [Software Engineering ]: Design Tools and Tech-
niqgues| Modules and interfaces, software libraries; D.2.2
[Software Engineering ]: Testing and Debugging; G.4.2
[Mathematics of Computing ]: Mathematical Software;
D.3.3 [Programming Languages ]: Language Constructs
and Features| Abstract data types, Modules, packages
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Design, Languages
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1. INTRODUCTION

The notion of institution [10, 23] was developed by Goguen
and Burstall in order to investigate the relationship betwe en
speci cations and models at a general, theoretical level. Do-
ing this in a speci cation formalism independent matter, it
became possible to investigate structuring of speci catio ns,
identifying formalism independent constructs.

Although formal speci cation of software has been seen as
useful for veri cation, it has not been considered useful in
mainstream programming. Verication is associated with
high costs, it requires specialised knowledge, and the veri-
cation process is very volatile to small changes in speci ca-
tion or software. Veri cation therefore yields to testing f or
most practical purposes.

Testing is one of the oldest and most used approaches for
the validation of software. Though testing is not cheap,
it is straightforward for most programmers, and regression
testing is regularly used to ensure that small program mod-

i cations do not change the behaviour of the software in
unforeseen ways. In spite of its importance, testing is often
performed as an add-on to software development. In some
approaches, e.g., extreme programming [2], testing, has ben
given a prominent role. Still, even in those approaches, tests
are normally created in an ad hoc fashion.

During the last decades generic programming [22] has made
signi cant progress. Underlying generic programming is th e
idea of making code more reusable by parametrisation be-
yond normal method arguments. Thus generic code relies on
type and function parameters. Important for the approach

is identifying the minimal set of requirements that will mak e
an algorithm work. This allows, e.g., accumulator algo-

rithms (folds) to be parameterised by traversal patterns, a nd
container types to be parameterised by the stored element
types. But for the generic code to function as intended, the

generic parameters must satisfy certain properties. These
can be syntactic, e.g., the existence of an operator with a
given name for a type parameter, or semantic, e.g., assuming
that operators have certain properties like commutativity .

This has motivated the need for declaring syntactic and se-
mantic properties on generic parameters [13, 24]. For C++
this has taken the form of concepts manifested in Con-
ceptC++[5] and a proposal for C++0X (the next C++ stan-

dard [4]). Concepts essentially allow the declaration of in-
terfaces and axioms in a notation consistent with the rest of



C++. Thus formal speci cations are making their way into
mainstream programming languages. They are seen as es-
sential for the correct building of software. Gottschling u ses
the term Property-Aware Programming for the \approach
of compiler-supported semantic veri cation and of exposin g
semantic behaviour in program sources" [12].

The rami cations of having speci cations at hand when deal-
ing with code goes beyond the immediate needs of generic
programming. Embedded axioms have, e.g., been used by
program transformation tools for code optimisation [1].

In this paper we will explore how such rules can be utilised
for testing, speci cally using algebraic speci cations of a li-
brary as a means of systematically structuring and re-using
tests for the library components. We will demonstrate this
on selected speci cations and implementations from the So-
phus library. Sophus [16] is a medium-sized C++ software
library developed for solving coordinate-free partial di eren-
tial equations. The aspect of the library that is relevant to
this discussion is the fact that Sophus was developed using
extensive, although in many cases informal, algebraic spee
i cations. The speci cations are small and build upon each
other, and every implementation is related to several speci-
cations, see Figure 1. We will exploit this structure in the
development of tests, so that we may re-use the same tests
for many di erent implementations.

Algebraic speci cations, e.g. as presented in [19] or the spe-
ci c formalism Casl [3], represent a high-level, abstract ap-
proach to speci cations, completely void of implementatio n
considerations. The idea of testing based on algebraic spee
i cations is not a new one, see e.g., [8, 9, 17, 20]. We follow
the technique of Gannon & al [8], extending it to structured
speci cations. The others have focused on initial speci -
cations, and cannot handle loose speci cations as used in
Sophus. The benet is that they, since all generators are
known, are able to derive test cases (data sets) for the spec-
i cations. We try to approximate this by deriving test cases
whenever possible, falling back on implementation generated
test values otherwise. Gaudel and Machado also focus a lot
of their attention to the oracle problem, i.e., when the imple-
mentations lack the equality operator. In Sophus, as is stan-
dard practice in C++ programming, every class comes with
an (explicit) equality operation, making direct compariso ns
between values possible. We therefore adhere to the more
direct approach of Gannon & al in this respect, assuming we
may always compare values for equality in our implementa-
tions. Our focus on loose speci cations and reuse of test
cases across implementations is new.

This paper is organised as follows. Next we describe the
structure of the Sophus library. Then we present the institu -
tion notion and give some sample Sophus speci cations. Sec-
tion four discusses the notion of implementation and sketch es
some Sophus implementations. Section ve relates testing
and speci cations. And nally we sum up our approach and
conclude.

2. THE SOPHUS LIBRARY

The Sophus library was developed with a focus on making
reusable components. In order to do this, algebraic spec-
i cations were used as a domain analysis and engineering

tool [14], and many small speci cations were written to cap-
ture the central concepts. With this motivation we did not
do a detailed investigation of the basic algebraic concepts
(see [12] for a detailed exposition of these in ConceptC++),
but focused our attention on higher level abstractions such
as vector spaces and tensor elds. We also investigated in-
dexed structures, the focus of the examples in this paper.
These are important building blocks for the partial di eren -
tial equation notions.

Implementations were also targeted to be as general as pos-
sible, in order to establish a high level of reuse even within
the library itself [16]. The improved structuring and the
reuse together had a profound bene t for the software de-
velopment costs.

One e ect of the approach is that each speci cation may re-
late to several implementations, and that each implementa-
tion relates to several speci cations. Figure 1 shows a smal
part of the Sophus library structure. Note how, e.g., the
speci cation CartPoint uses the specication CartShape,
while ContShape extends the CartShape speci cation. The
implementation BnShapesatis es the ContShape speci ca-
tion, and hence its subspeci cation CartShape. The imple-
mentation BnPoint usesthe BnShapemplementation, while
it satis es the ContPoint speci cation, and hence the sub-
speci cation CartPoint .

The fragment of Sophus shown de nes three main kinds of
concepts:

shapes descriptions of index sets,
points: elements of an index set of a given shape,

containers and scalar- elds : indexed structures with
given shapes.

This setup is to ensure the correct typing when a scalar- eld
is indexed by a point: only indices (points) that are relevan t
for the container will be applied. The indexing operator has
declaration (we are using idealised, functional style signa-
tures in this paper)

_[_1:CHE, Point ! E,
shape(c)==shape(p) guards c[p]

where GH is a (template) container/scalar- eld type with
elements of type E and Point is a point type. The guard
requires the condition that the shape (allowed indices) for
the scalar- eld and the shape of the point (the actual index)
must match for the indexing to be valid.

The shapes are Cartesian, as in being Cartesian products of
sets. Thus each point will have several, independent values
i.e., the points themselves are small arrays indexed by direc-
tions. The dimension of a shape tells how many directions
the corresponding points have. The shape encodes the legal
index bounds for each direction of a point. The index sets
given by a shape may be the often used intervals of integers,
but they may also de ne continuous index sets, as needed
for the application domain of partial di erential equation s.



Figure 1: The arrows relate implementations (shaded dark) t

library. A speci cation
(normal arrowhead). An implementation
subspeci cations).

Each of the abstractions have additional properties beyond
that of just being indices and arrays. We will illustrate
this by a simplied (and slightly adapted) presentation of
a small part of Sophus. For this reason, not all specica-
tions we present are part of Figure 1. We will sketch spec-
i cations CartShape, BoundedShape CartPoint , Unbound-
edPoint and BoundedPoint, and implementations RnShape
RnPoint, MeshShapeand MeshPoint. This will be su cient
to show the reuse of the same (sub)speci cation in several
contexts, and that library implementations relate to more
than one speci cation unit. The goal is to exploit this struc -
ture when building tests.

3. INSTITUTIONS

An institution requires a notion of signature (interface de cla-
ration), speci cation (axioms for the interface), model (s oft-
ware libraries de ning the interface), and a satisfaction r ela-
tion between these. We will informally explain these notion s
and those of ConceptC++ [5] that approximate them.

3.1 Institutions and ConceptC++

Signatures.The syntactic parts of the ConceptC++ con-
cept notion gives us an interpretation of signatures. It gives
us a declaration of sorts (also known as types or classes) and
operations (also known as functions or methods), together
with their arities (argument and return types). Then we may
declare variables of the sorts, and build terms (expressions)
from the variables and the declared operations according to
normal C++ rules.

Further, institutions require that it must be possible toco m-

extends another speci cation (punctured arrowhead) or
uses another implementation or

0 speci cations (lightly tinted) in the Sophus
uses another speci cation
satises a speci cation (and all its

bine and rename the contents of signatures via signature
morphisms. Signature morphisms appear in ConceptC++
as the concept_map as well as the template instantiation
mechanism. Both allow us to use di erent (local) names in-
side a context from the names (argument names) provided
externally. Templates only allow renaming of explicit ar-
guments (sorts or operations). Concept maps also allow re-
naming of associated operations and sorts, thereby providing
full signature morphisms.

Speci cations.In the formal theory of institutions, axioms
are members of a set generated from each signature. Spec-
i cations. which contain sets of axioms, must rename and
combine in the same way as signatures can be renamed and
combined.

ConceptC++ provides speci cations as axiom declarations
in the concept. These are like ordinary C++ functions, but
have no return type. The body of an axiom contains truth
value statements. The parameters of the axioms provide the
free variables of the axiom.

A very simple form of speci cation is the equational axiom.
An equational axiom states that two expressions should be
equal. They are typically written as an equation, with an
expression on each side of an equality sign. Here we use the
C++ ==symbol as our equality sign.

A slightly more advanced axiom is the conditional equation.

It has a test which decides whether the equation is to be
considered or not. In ConceptC++ arbitrary boolean ex-

pressions are allowed in the condition.



A concept map (or template instantiation) will also reinter -
pret the axiom in the context of the new signature. This
provides the necessary renamings of speci cations.

Models. Models provide the semantics for each signature.
Models transform in the opposite direction of signatures.
That is, one may think of a signature renaming as one sig-
nature pointing at components of another signature. Then
the latter components are used as models for the former.

We will treat C++ implementations as our models. The
implementation will for each sort de ne a data-structure, a
place-holder for the values, and for each operation an algo-
rithm. Section 4.1 discusses this more deeply.

We just note here that both the template instantiation and
the concept map in ConceptC++ provide the needed model
transformations.

Satisfaction.For a given signature, the satisfaction rela-
tion decides if a model satis es an axiom. The satisfaction
relation needs to preserve truth under renaming: given two
signatures and a signature morphism from one to the other,
an axiom for the rst and a model for the second; if the
model satis es the renaming of the axiom, then the parts of
the model being picked out by the signature morphism must
satisfy the original axiom. In our approach this will be the

case.

In ConceptC++ the implementation will provide the model
for the interface. Thus the truth of the axioms is estab-
lished by evaluating the axioms in the chosen implementa-
tion, checking that each statement in the body evaluates to
true. For this we need to provide values for the free vari-
ables. This is called an assignment, and can be thought of
as putting data in the data structure for each variable, or
simply providing arguments for the concept axioms. It is
then possible to evaluate the body of the axiom, and check
that each statement holds.

Denote the model (implementation) by M, the axiom (func-
tion) by ax, its (free) variables by V, and the assignment
by a:V ! M (a mathematical function that gives each
variable a value from the model). We can then write that

axiom ax holds in the model M for the assignment a by

M Fa ax: (1)

A ConceptC++ axiom holds if all its truth statements eval-
uate to true. Note that a conditional truth statement also
holds if its condition fails.

A model M satis es an axiom ax, if ax holds in M for all
possible assignmentsa, or, in a mathematical notation,
8 (a:V! M): M Faax: 2

A speci cation is a collection of axioms, and a model M
satis es a speci cation if all of the axioms are satis ed.

M E ax

In ConceptC++ we state that an implementation M is to
satisfy a speci cation ( concept) A by declaring M to be of

type A.

3.2 Structuring Speci cations

So far we have talked about the semantics of monolithic
(or atomic) speci cations, i.e., speci cations without fu r-
ther substructure. However, we have been referring to what
happens under signature morphisms. The more straight-
forward institution independent structuring operations f or
speci cations build on this.

We may build a speci cation by renaming elements of an-
other speci cation. We may also build a speci cation by
combining two signatures into one, e.g., by taking the union
of the two signatures and their axioms. The semantics of a
ConceptC++ concept with more than one axiom, e.g., by
having a where clause, is that both axioms need to hold in-
dependently of each other. This is exactly what we need,
and allows us to build very complicated speci cations. By
renaming one or both signatures before combining them, we
can control which sorts or operations are to remain distinct ,
and which are to be considered as being the same. In the
latter case, the model will have to satisfy axioms from both
subsignatures.

When a speci cation B in Sophus extends another speci -
cation A, it means that specication A de nes operations
and axioms on a sort-set, and B provides more operations
and axioms on the same sort-set. The sorts and operations
of A are possibly renamed, and then the union of the signa-
tures and the union of the axioms are taken as the meaning
of the combined speci cation. In ConceptC++ this will be
written as where-clauses in the speci cation B, possibly re-
ferring to a concept-map rather than directly to A. We will
let the tests follow the structure of the speci cation. Anim -
plementation | satisfying A will be checked against the tests
derived from A. An implementation J satisfying B will be
checked against the tests derived from A (after renaming)
and those derived directly from the axioms in the B part.
We thus avoid rederiving the tests inherited from A when
deriving tests from B.

When a speci cation B in Sophus usesanother speci cation
A, it means that speci cation A de nes operations and ax-
ioms on a sort-set andB on another sort-set, even though the
sorts of A may be used by operations in B. The meaning of
the combined speci cations is the union of the relevant enti -
ties, and will be written with where-clauses in ConceptC++,
clauses that probably refer to concept maps rather than di-
rectly to A. In Sophus we will normally develop two im-
plementations | and J for this case. Implementation | will
satisfy specication A, while | and J combined satisfy A
combined with B. Here we can manage testing quite inde-
pendently when we are testing | and J, as the relevant tests
for | will be derived from the axioms in A, while those for
J are derived from B.

3.3 Some Sophus Speci cations

In the following we are using a general speci cation style for
the speci cation examples. We are considering translating
these into ConceptC++.

3.3.1 Shape speci cations

We will focus on two shape speci cations, CartShape which
is general and applies to any nite-dimensional shape, and
BoundedShapevhich is for bounded, nite-dimensional shapes.



speci cation  CartShapehsorts Shapé
/I Cartesian index set, each index has n directions
operations
setDimensions : int !
/I set the dimension, i.e., the number of directions
getDimensions : Shape ! int
/I get the dimension, i.e., the number of directions
legalDirection : Shape, int I boolean
/I check that a direction index is within bounds
axioms
getDimensions(setDimensions(n)) ==
legalDirection(s,d) == (0

d and ok getDimensions(s))

Shape, n 0 guards setDimensions(n)

Figure 2: Cartesian shapes.

speci cation  BoundedShapbsorts Shape, R
/I Bounded Cartesian index set
extends CartShapehShape

operations
setBounds : Shape, int, R, R ! Shape,
legalDirection(s,d) and rl ru guards setBounds(s,d,rl,ru)
getLower : Shape, int ! R, // lower bound for a direction
legalDirection(s,d) guards getLower(s,d)
getUpper : Shape, int ! R, // upper bound for a direction
legalDirection(s,d) guards getUpper(s,d)
axioms
getLower(setBounds(s,d,rl,ru),d) == rl
k6d ) getLower(setBounds(s,k,rl,ru),d) == getLower(s,d)
getUpper(setBounds(s,d,rl,ru),d) == ru
k6d ) getUpper(setBounds(s,k,rl,ru),d) == getUpper(s,d)

Figure 3: Bounded shapes.

The CartShape speci cation establishes the basic notion of
a Cartesian shape. A Cartesian shape, Figure 2, has a nite
set of directions, the number of directions is the dimension
of the shape. Dimensions and directions are given as integes
(natural numbers). This is a loose speci cation with respec t
to Shape We have not given enough axioms to pin down the
meaning of the sort, in fact we have not provided enough op-
erations to make it possible to pin this down. This looseness
(and incompleteness) is deliberate. It gives the speci cation
a higher degree of reusability.

The BoundedShapespeci cation, Figure 3, is more specic
than CartShape, as it in addition to the nite Cartesian
assumption de nes that the extent of each dimension is
bounded. The get-functions are supposed to return the cor-
responding values that have been set, and the set operation
is supposed to only change the value of one direction. We
make the obvious restriction that the upper bound should be
larger than the lower bound in the guard to the setBounds
operation.

3.3.2 Point speci cations

The members of the index set de ned by a shape are called
points. Cartesian points, Figure 4, have an index value (of
sort R for every direction de ned by its shape. The opera-
tion _[ ] returns this index value. These are used to index
the actual scalar eld data, and to move around the data,
movements given by the + operation. The implies clause is

derived from the meaning of legalDirection  on the shape.
The Cartesian point speci cation specialises to both bound ed
and unbounded point types. In the latter case we know that
addition on the parameter type is to be consistent with ad-
dition on the point type.

speci cation  UnboundedPointtsorts Shape, Point, R i
includes CartShapehShapea, CartPoint hShape,Point,R i
axioms
(p1+p2)[d] == p1[d] + p2[d]
/I lifted _+ : R, R I R

In the bounded version we know more about the point val-
ues, but we do not have a general speci cation of addition,
as there is no general way to further restrict point addition
for arbitrary bounds.

speci cation BoundedPointhsorts Shape, Point, R i
includes CartShape, CartPoint hR, BoundedShapéR
axioms

getLower(getShape(p),d) p[d]

pld] getUpper(getShape(p).d)

Strictly speaking these two axioms are not equations, just
positive assertions on the data. This is within the Con-
ceptC++ speci cation language.



speci cation  CartPoint hsorts Shape, Point, R i
/I Cartesian point set, each point is a Cartesian shape
uses CartShapehShape

operations
setShape : Shape ! Point
getShape : Point ! Shape
getDimensions : Point ! int

legalDirection : Point, int I boolean
setDirection : Point, int, real I point,
legalDirection(p,d) guards setDirection(p,d,r)
_ [ _1: Point, int I R, legalDirection(p,d)
_+ _: Point, Point ! Point
axioms
getShape(setShape(s)) == s
getDimensions(p) == getDimensions(getShape(p))
legalDirection(p,d) == legalDirection(getShape(p),d)
setDirection(p,d,r)[d] == r
kéd ) setDirection(p,k,n)[d] == p[d]
pl+(p2+p3) == (pl+p2)+p3 /I associativity
implies

legalDirection(p,d) == (0 d and c getDimensions(p))

guards p[d]

Figure 4: Cartesian points.

4. IMPLEMENTATION

The implementation theory is based on [21, 18], which pro-
vides the basic insight into why class-based programming is
so successful. Important aspects of this insight seems largly
ignored in modern computer literature, but is slowly creep-

ing back into consciousness.

The implementations we are discussing represent widely dif-
ferent sorts. First we have the unbounded RnShapeand
RnPoint on real values, then the bounded MeshShapeand
MeshPoint on integer intervals.

4.1 Implementation theory

An implementation provides a data structure for each of the
sorts (also known as types or classes) and an algorithm for
each of the operations of a signature.

The sort then derives its meaning from the values we may
insert into the data structure. But we may not (want to) be
using all possible data values. There may be natural lim-
its within the data, e.g., an integer representing months wi |l
only have values between 1 and 12. Or we may have declared
some redundancy, e.g., setting aside a variable to track the
size of a linked list so we do not have to traverse it whenever
we need to know how long it is. Such restrictions are cap-
tured by the data invariant, a guard that states which data
values are accepted. Only data values that makes the data
invariant hold are accepted in the data structure. We assume
that every implementation alongside the data structure for
a sort also provides a data invariant checking operation DI.

Another question that arises is when we should consider two
values for a data structure to be the same. Intuitively we
may think that the values must be identical, but this is not

always the case. We normally consider the rational num-
bers 1 = 2, even though the data set (1;2) is dierent
from the data set (3;6). To overcome this, an implemen-

tation should de ne the == operator for every sort. This
is standard practice in C++, where the compiler by de-

fault provides an implementation of == (corresponding to
data structure equality) unless an alternate implementati on
is explicitly provided. The equality operation is used when

checking equational axioms, etc.

For an implementation to be consistent, it needs to satisfy
two basic requirements.

Every algorithm must preserve the data invariants: if
the input data satis es the data invariant, so must the
output data.

Every algorithm must preserve equality: given two sets
of arguments for an algorithm, such that every corre-
sponding pair of input data structure values (possibly
di erent data sets) being equal according to the equal-
ity operator, then the two (possibly di erent) resulting
data structure values produced by the algorithm must
be equal according to the equality operator.

The rst requirement makes certain every algorithm takes
legal data to legal data. The second requirement maintains
the\illusion" of equality according to the user-de ned equ al-
ity operator. The former property may be seen as a guard on
the data structure. The latter property may be formalised
as a set of conditional equational axioms, one for each oper-
ation being declared: Two lists of input data values which
are equal (with respect to the equality operator), must for
every operation yield two equal (with respect to the equalit y
operator) results.

Much of the literature, e.g., [9], has required absolute cor-
rectness for ==, while accepting that other operations may
contain errors. Our approach eliminates such a strong as-
sumption, as we now are treating the equality operator as



any other operation of the speci cation with regards to its
correctness and implementability. Our approach thus elimi -
nates the oracle problem for most value-oriented implemen-
tations. The problem remains for equational speci cations
of, e.g, streams, where no proper implementation of an equat
ity operation exists.

4.2 Some shape and point implementations
We will rst sketch the implementation of the unbounded
n-dimensional real number shape and point types.

RnShapeis a shape type with only the number of di-
mensions in its data structure. The data invariant as-
serts that this number is at least 0, and the equality
operator on RnShapechecks that the number of dimen-
sions of two RnShaps are the same. setDimensions
sets this value, getDimensions reads it, and legal-
Direction(s,d)  checksthat0 getDimensions(s) , ex-
actly as in the CartShape axioms given that RnShape
is the Shapeparameter.

RnPoint is then a point in this n-dimensional space.
Thus its data structure consists of an s:RnShape and
an array with getDimensions(s) real values. The data
invariant provides no further restriction, and two Rn-
Point s are equal when their shapes and all data ar-
ray elements are component-wise equal. ThegetShape
function returns the shape s, and getDimensions and
legalDirection are implemented on s. The oper-
ation _[ ] returns the corresponding array element
value, and addition is component-wise on the array ele-
ments. setDimensions(n) setss to setDimensions(n)
and initialises the array to n real elements equal to 0.
setDirection(p,d,r) changes the array element cor-
responding to direction d to r. This ensures the sat-
isfaction of the axioms UnboundedPointhRnShape,Rn-
Point,real, +:real,real I reali.

The latter two operations allows us to generate data values
of arbitrary RnPoint data.

We then sketch the implementation of the bounded mesh-
type. These represent a Cartesian product of integer inter-
vals.

MeshShapés an n-dimensional shape for integer inter-
vals. Its data structure contains the number of dimen-
sions n:int and two arrays L,U, each containing n in-
tegers. The data invariant asserts that the number nis
at least 0, and that for all icint ,0 i<n, L[] U[] .
The equality operator on MeshShapechecks that the
number of dimensions are the same and that the cor-
responding elements of the corresponding arrays of
the two shapes contain the same values. setDimen-
sions(n) sets the attribute n and initialises all ar-
ray elements to 0. getDimensions reads the attribute
n, and legalDirection(s,d) checks that 0 getDi-
mensions(s) . The function setBounds sets the cor-
responding elements of the arraysL and U while get-
Lower and getUpper access the corresponding elements
of L and U respectively. This should ensure Bounded-
ShapdMeshShape,int, :intjint ! inti.

MeshPoint is then a point in this n-dimensional space.
Its data structure consists of an s:MeshShapeand an
array V with getDimensions(s) integer values. The
data invariant requires that for all legal iiint , get-
Lower(s,i)  V[i] getUpper(s,i) . Two MeshPaints
are equal when their shapes and all data array elements
are component-wise equal. ThegetShape function re-
turns the shape s, and getDimensions and legalDirec-
tion are implemented on s. The operation _[ ] re-
turns the corresponding array element value. Addi-
tion returns a point with the same shape as the two
argument points, is de ned component-wise on V by
addition modulo the size of the intervals, adjusted for
possible non-zero lower bounds. setDimensions(n)
sets s to n and initialises the array elements V[i] to
the corresponding getLower(s,i) values. setDirec-
tion(p,d,i) changes the array element correspond-
ing to direction dto i. This ensures the satisfaction
of the axioms BoundedPointhiMeshShape,MeshPoint,
int, :intint ! booleani.

So even though we see many similarities between the two
index set implementations, which is natural since they both
are Cartesian index sets, we also see that they in many as-
pects are fundamentally di erent.

Note that RnShapeand MeshShaperepresent di erent ab-
stractions, Euclidean continuous space versus lists of integer
intervals, and that their data structures are signi cantly  dis-
similar, a natural number versus a natural number and two
lists of integers with some constraints. Yet they are both to
satisfy the CartShape (sub)speci cation.

5. TESTING

The theory on testing we present is loosely based on [9],
but extended in the direction of [8] to also handle other
speci cation styles than conditional equations.

5.1 Testing theory

Testing is a form of validation where we run the algorithms
on selected data sets in order to increase our belief in their
correctness. The decision procedure that decides if a test §
successful is called atest oracle.

We have three dierent correctness criteria for our algo-
rithms.

Preservation of the data invariant: every operation can
check the data invariant on the return value.

This is su cient to guarantee the preservation of the
data invariant, provided we are certain only the algo-
rithms of our model are allowed to modify the data in
a data structure. Checking every algorithm's return
value will then be the earliest possible point of detect-
ing a breach of the data invariant * as pointed out by

f it is possible to modify data by other means, we must
either do a data invariant check when data has been modi ed
by such means, or check the data invariant for the input
arguments as well. An algorithm is not required to satisfy
any speci c property if it is supplied data not secured by the
guards, and a data invariant breach invalidates the premise
for the algorithm.
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Preservation of equality: whenever we have two alter-
native sets of argument data to an algorithm, we need
to verify that the algorithm returns\equal” data if the
data sets are \equal?.

Checking the axioms: whenever we have a set of data
values corresponding to the free variables of an axiom,
we should check that the axiom holds. Note that even
though this is an absolute criterion of correctness, an
error may be in any one of the operations in the axiom,
even in the equality operator itself.

The rst two of these test criteria relate to the consistency
of the implementation. Only the last criterion is related to
the speci cation per se. Also note that the rst criterion
does not need any speci ¢ data, the check can be performed
whenever an algorithm is executed. The latter two criteria
needs us to device data for the checks.

As noted in the section on implementations, the second cor-
rectness criterion may be encoded as a collection of con-
ditional, equational axioms. In the following we will treat
these \equality preservation axioms" together with the\no r-
mal" axioms, avoiding the need to discuss them speci cally
in any way. We also check that our \equality" is an equiva-
lence by adding these equations to the \normal" axioms.

From speci cation theory we know that an implementation

M is correct with respect to a (combined user-de ned and
equality preserving) speci cation if it satis es all the ax ioms.
The implementation M satis es an axiom ax if it holds for
all assignmentsa :V ! M of valid values (with respect to
the data invariant and other guards) to the data structures,

M Fa ax. But normally the set A(ax;M) = fa : V!
M j V the free variables in axg of possible assignments is
too large. It will not be possible to test that the model
holds for every assignment.

In testing we then choose some smaller sefT  A(ax; M) so
that we get a manageable amount of checks to perform.

MErax , 8 a2T:M F,ax: 3

Such a setT is called atest set A test set is exhaustive
if it guarantees correctness. Normally we will not have an
exhaustive test set. But a test reduction hypothesis allows us
to reduce the size of the test set, yet guarantee correctness
relative to the hypothesis. The more powerful the reduction
hypothesis, the smaller data set we can use for exhaustive
testing.

One test reduction hypothesis is the random value selection
hypothesis [7]. The idea here is to randomly select values
from the entire domain A(ax;M). Every such value has a
certain probability of discovering an error. The more value s
selected the better, up until a certain threshold, where the
probability of detecting an hitherto undetected error rapi dly
decreases. Since the selection is random, there is no bias in

2Note that this is a relative relation between the equality
operator and the algorithm, as there is no formal de nition
that makes one of them more fundamentally correct than
the other.

the data towards ignoring speci c errors in the implementa-
tion. The random selection function need not be a uniform
distribution, but could be distributed according to normal

usage patterns, towards especially safety critical parts, etc.

Another test reduction hypothesis is the domain partitioning
hypothesis These try to split the test universe A(ax; M) into
(possibly overlapping) subsets. Then a few representative
test values may be chosen within each partition. The idea
being that these test values will detect any problem within
the partition they belong to.

Partitioning can be combined with random test value selec-
tion. Then we choose a random selection of values in each
partitioning. The chosen values will then not be distribute d
evenly across the whole domain, but rather in each subdo-
main.

A common domain partitioning hypothesis is the disconti-
nuity hypothesis. The idea being that in subdomains where
an operation behaves \continuously" it will behave in the
same manner for any value, but at the borders of disconti-
nuity we risk irregular changes in behaviour. Thus we need
to select \normal" test values and \border" test values to
best discover any errors in the implementation. There are
two main approaches to generate such partitionings: imple-
mentation based and speci cation based. Thinking of the
implementation as a box, these are also referred to as clear
box and black box, respectively, referring to whether we can
look inside to the implemented code or not.

In the following we will look at speci cation based (black
box) testing. This implies that we look at the speci cation
to nd the discontinuities.

If the test data partitioning gives speci ¢ terms which re-
place some variables in an axiom, we call the axioms spe-
cialised with these terms for test cases If all values for a
model are generated, i.e., there exists syntactic expressons
representing each value, then we may reduce all testing to
test cases [9], avoiding the need to administer external data.

5.2 Some tests for the Sophus Library

We now need to derive test oracles and test data partition-
ings from the loose (Sophus) speci cations. Since our start-
ing point is loose speci cations, we are in general unable to
pin down any concrete test values. But any conditional in
the speci cation (guard or axiom) normally indicates a dis-
continuity of some sort. We will then (randomly) choose a
single value at each such border, and a single value in the
continuous parts.

5.2.1 Building reusable test oracles

We take each axiom in our speci cation formalism and turn
it into a reusable test oracle (in the form of a boolean func-
tion) by the following steps.

1. The operations have the free variables of the axiom as
parameters.

2. The template arguments of the speci cation become
template arguments of the operation.



3. The body of the operation returns the truth value of
the axiom itself.

If our starting point instead was ConceptC++ speci cations
we would need to turn each axiom function into a boolean
function, where the return value would be the combined
value of all the axiom's truth statements.

Following this procedure®, we turn the two CartShape ax-
ioms, Figure 2, into the following two test oracles 4

template hsorts Shapé
boolean CartShapeAxioml(int n)
{ return getDimensions(setDimensions(n)) == n; }

template hsorts Shape
boolean CartShapeAxiom2(Shape s, int d)
{ return legalDirection(s,d)

== (0 d and & getDimensions(s)); }

All implementations satisfying CartShape will, for any data
assignment to the variables, satisfy these test oracles.

For the Cartesian point classes, Figure 4, we generate test
oracles similarly, e.g., for the 6th axiom which gives the as-
sociativity of +.

template hsorts Shape, Point, R i
boolean CartPointAxiom6(Point pl1, p2, p3)
{ return pl+(p2+p3) == (pl+p2)+p3; }

An interesting observation, which is possible to explore in

some cases, is thatCartShapeAxiom2 has the same form as
the (only) implication given for CartPoint . We may then

actually reuse this shape oracle in the point context, insta n-
tiating Shapewith the appropriate Point .

The test oracle operations we have showed so far are valid
for all shapes and points. A test oracle created from, e.g., a
BoundedShapexiom checking for the correctness of bounds,
is not relevant for RnShapesince this sort has no bound
concept.

5.2.2 Some test data cases

We will here apply the discontinuity domain splitting hy-
pothesis to a few selected axioms. Our rst example is
CartShapeAxioml The setDimensions operation requires
that the parameter is at least 0. This gives a natural split-
ting into two test cases: the value 0 and some (arbitrary)
value greater than 0. Thus we reduce the test oracle into
two parameterless test-cases.

boolean CartShapeAxioml1Case0()
{ return CartShapeAxiom1(0); }

3 At the moment we have no automatic tool for this, but work
has started to provide a tool taking formal speci cations to
test oracle operations.

4In this presentation we ignore the problem that the set-
Dimensions operation is overloaded on return type only.

boolean CartShapeAxioml1Casel()
{ return CartShapeAxiom1(4); }

The number 4 is a random value greater than 0. These two
tests oracles are all we need to validate any shape imple-
mentation wrt. CartShapeAxioml given the test hypothesis
we have chosen.

A similar analysis for CartShapeAxiom2gives us many more
test cases. First we will consider the generator setDimen-
sions . As above we use this on the argument 0 and some
value greater than 0. This has to be combined with a value
of d where we have the cases less than 0O, -1, 0, between 0
and the argument to setDimensions , one less than this ar-
gument, ..., giving rise to the following test cases (removing
redundant alternatives).

boolean CartShapeAxiom2Case0It0()
{ return CartShapeAxiom2(setDimensions(0),-10); }

boolean CartShapeAxiom2CaseOm1()
{ return CartShapeAxiom2(setDimensions(0),-1); }

boolean CartShapeAxiom2Case0eq0()
{ return CartShapeAxiom2(setDimensions(0),0); }

boolean CartShapeAxiom2Case0gt0()
{ return CartShapeAxiom2(setDimensions(0),2); }

boolean CartShapeAxiom2CaseGTItO()
{ return CartShapeAxiom2(setDimensions(9),-10); }

boolean CartShapeAxiom2CaseGTm1()
{ return CartShapeAxiom2(setDimensions(8),-1); }

boolean CartShapeAxiom2CaseGTeq0()
{ return CartShapeAxiom2(setDimensions(7),0); }

boolean CartShapeAxiom2CaseGTgtOItGTm1()
{ return CartShapeAxiom2(setDimensions(6),2); }

boolean CartShapeAxiom2CaseGTGTm1()
{ return CartShapeAxiom2(setDimensions(5),4); }

boolean CartShapeAxiom2CaseGTeqGT()
{ return CartShapeAxiom2(setDimensions(4),4); }

boolean CartShapeAxiom2CaseGTgtGT()
{ return CartShapeAxiom2(setDimensions(3),22); }

Here we are varying the non- xed arguments more or less
randomly for every case. There is nothing in our hypothesis
claiming this is better or worse than some xed choice.

Since CartShape is a loose speci cation, we must also pro-
vide test cases for other shape generators thansetDimen-
sions . These need to be parameterised by the shape value.
The direction argument can in each case be chosen on basis
of our hypothesis.

boolean CartShapeAxiom2CaseShapeltO(Shape s)



s = setDimensions(getDimensions(s))
guards CartShapeAxiom2CaseShapelt0(s)
{ return CartShapeAxiom2(s,-6); }

boolean CartShapeAxiom2CaseShapem1(Shape s)
s = setDimensions(getDimensions(s))
guards CartShapeAxiom2CaseShapelt0(s)
{ return CartShapeAxiom2(s,-1); }

boolean CartShapeAxiom2CaseShapeeqO(Shape s)
s = setDimensions(getDimensions(s))
guards CartShapeAxiom2CaseShapelt0(s)
{ return CartShapeAxiom2(s,0); }

boolean CartShapeAxiom2CaseShapegtOitGTm1(Shape s)
s = setDimensions(getDimensions(s))
and 0 < getDimensions(s)-2
guards CartShapeAxiom2CaseShapelt0(s)
{ return CartShapeAxiom2(s,getDimensions(s)/3); }

boolean CartShapeAxiom2CaseShapeGTm1(Shape s)
s != setDimensions(getDimensions(s))
and 0 < getDimensions(s)-2
guards CartShapeAxiom2CaseShapeltO(s)
{ return CartShapeAxiom2(s,getDimensions(s)-1); }

boolean CartShapeAxiom2CaseShapeeqGT(Shape s)
s = setDimensions(getDimensions(s))
and 0 < getDimensions(s)-1
guards CartShapeAxiom2CaseShapelt0(s)
{ return CartShapeAxiom2(s,getDimensions(s)); }

boolean CartShapeAxiom2CaseShapegtGT(Shape s)
s != setDimensions(getDimensions(s))
guards CartShapeAxiom2CaseShapelt0(s)
{ return CartShapeAxiom2(s,getDimensions(s)+11); }

Note how the latter test cases put restrictions on the test
sets based on what already has been tested, namely theset-
Dimensions constructor case. Some test cases,CartSha-
peAxiom2CaseShapegtOltGTmland CartShapeAxiom2Case-
ShapeGTmhave additional constraints to ensure that there
exists direction value cases that have not been tested earler.

5.2.3 Some test data sets

Constructing the remaining test data sets for CartShapeAx-
iom2 requires us to know all generators for shape values, i.e.,
we need to know the implementation to test.

For RnShapewe observe that the only constructor for shape
data is setDimensions . Then the rst group of test cases
for CartShapeAxiom2 covers all relevant cases for our test
hypothesis.

For MeshShapewe are able to construct further test data
since we have a new generatorsetBounds. We let the data
sets have at least 3 directions in order to use them for all
test cases.

setBounds(
setBounds(
setBounds(

setBounds(
setDimensions(4),
0,3,3),
1,-5,-5),
2,7,7),
3,2,2);

setBounds(
setBounds(
setBounds(
setDimensions(3),
0,3,7),
1,-5,7),
2,2,2);

setBounds(
setBounds(
setBounds(
setDimensions(3),
0,3,7),
1,-5,7),
2,1,2);

Note how these sets need to cover the cases wherd==ru
and rl <ru, and we need this when all directions in the shape
belong to the rst ( ==) of these two cases, when the direc-
tions represent a mix of cases, and where all directions rep-
resent the latter ( <) case.

We see how the values used as inputs to the test cases only
can be constructed after we know the implementation to
test. The discontinuities de ning the test cases arise from
the analysis of the speci cation, maintaining the black box
nature of this testing discipline.

6. CONCLUSION

In this paper have brie y presented theories for institutio ns,
implementation and testing. We have discussed how these
notions t together, and indicated how the use of algebraic
speci cations throughout the development phase gives addi-
tional bene ts for library development and maintenance °.

Algebraic speci cations, whether formal or informal,
should be developed during the domain engineering
phase in order to structure the software system more
e ectively.

The speci cations can be reused for veri cation during
the code development phase, e.g., to ensure correct
composition of components.

Equational style axioms can be reused for high level
code optimisation to achieve e ciency during the pro-
duction phase.

The axioms can further form the basis for automatic
test oracle generation, important for validation dur-
ing software development and regression testing during
evolution and maintenance phases.

5Similar bene ts can be achieved using other speci cation
formalisms, e.g., the type-theoretic approach being used in
[11].



Our experience with the Sophus library [16] substantiates
these claims. It is therefore very encouraging that these
concepts are making their way into a mainstream language
with the proposed C++0x standard.

In the setting of the Sophus library the paper shows how

to systematically derive reusable test oracles from axioms.

The process was supplemented with test case and test data
generation related to the speci cations. This approach is

now being used for the systematic validation of Sophus, and
tool support for this is under way.

The validation exploits the speci cations already written as
part of the development of Sophus. It also exploits the struc -
ture of these speci cations, allowing the reuse of tests for
all implementations that satisfy the same (sub)speci cati on.
Such reuse of test cases across a wide range of implemen-
tations does not seem to have been reported earlier. The
testing theory we presented extends previous testing theory
based on algebraic speci cations. Previous research has oty
considered initial speci cations, while we are handling fu lly
loose speci cations. Our approach easily generalises to abi-
trary speci cations, and is in no way limited to (conditiona 1)
equational speci cations as the previous approaches. We
have achieved this by placing additional constraints on the
notion of implementation, thus avoiding the \oracle prob-
lem".

The formulation we have chosen for test satisfaction, see
Equation 3, seems to easily extend to any institution where
the formulas have variables, whether free or explicitly qua n-
ti ed. This improves over earlier attempts to integrate tes t-
ing in the institution framework [17, 6].
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